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In HPC we often encounter large data sets that have 
to be accessed randomly from a large number of 
nodes in order to perform simulations or complex 
analytics on such data. A set of machines with NVMe 
disks has both a large set of computational elements 
as well as a large amount of storage. If one also has a 
sufficiently fast RDMA fabric then it is possible to 
consider the combined storage of all the nodes as one 
huge volume that can be randomly accessed 

via RDMA transfers from the processors as needed. 
The classic 

separate storage array is not needed in this case. 
Such an 

architecture has a unique wide bandwidth to the 
storage elements. 

The talk describes how such an approach could work 
at a high level 

and will go into as much detail as time and the 
interest of 

the audience permits.



100 Nodes.
10 TB NVMe disks (5x2TB)
100GB EDR RDMA fabric.
Bisect bandwidth 10Tb/sec. 
1PB NVMe storage



Workloads with 
Large sets of data 
that is constantly 
interated upon.

Credit Card tracking
Trade Histories
User tracking



Both storage and communication network 
via EDR.
NVMeoF allows direct remote access



Need of a distributed filesystem that can use full bisect bw



Hash function to locate 
node that data is on. 
Independent 100 nodes.

Is there a filesystem that 
supports this?

Fast RDMA access via 
NVMeoF. 


